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The Shadow of the Future and Bargaining Delay:
An Experimental Approach
Lindsay Hundley, Stanford University

Can the shadow of the future undermine international cooperation? While James Fearon proposed that long time
horizons incentivize states to prolong costly negotiations, empirical tests of this model have yielded conﬂicting results.
Using a laboratory experiment, I estimate the causal effect of the shadow of the future on bargaining delay and examine
its welfare consequences. I show that while parties do take longer to reach agreements when the shadow of the future is
long, there is no signiﬁcant welfare lost compared to agreements made under shorter time horizons. These ﬁndings
suggest an important caveat to policy recommendations that call for the use of ﬁnite duration provisions to shorten
international negotiations. These provisions are unlikely to resolve the underlying inefﬁciency of the bargaining period
and may inadvertently decrease states’ welfare by shrinking the potential gains from cooperation.

W

hy do some international negotiations resolve in
a matter of mere months while others drag on for
several years or even decades? For instance, why
did the SALT I treaty negotiations—which limited the number of ballistic missiles for both the Soviet Union and the
United States—last only a year, while the less ambitious UKUSSR agreement on the prevention of accidental nuclear war
took over 2.5 times longer to negotiate?1
In his seminal work on bargaining and enforcement,
Fearon (1998) points to a surprising answer: a long shadow
of the future (i.e., when states expect that repeated interaction is likely and place a high value on future payoffs).2 While
scholars have long theorized that the shadow of the future
promotes cooperation by enabling states to enforce their
agreements (Axelrod 1984; Blake 2013; Li 2009), Fearon argued that long time horizons can make distributional conﬂicts more severe. States face strong incentives to bargain

hard up front to lock in a better deal if they expect an agreement to last far into the future. Drawing on this intuition,
scholars have recommended that policymakers use ﬁnite
duration provisions to resolve negotiations on issues where
distributional conﬂicts are particularly acute, like in the ultimately failed Doha Round for which economists estimated
losses of US$177 billion in potential income for each year
that negotiations persisted (Bearce, Eldredge, and Joliff 2015;
Kinnman and Lodefalk 2007).
Duration provisions may be a useful way to shorten negotiations, but there are two notable shortcomings in the
existing literature that need to be addressed. First, there is not
clear evidence that long time horizons increase bargaining
delay. Existing observational studies have not only produced
conﬂicting ﬁndings (Bearce et al. 2015; Simonelli 2011). Their
use of duration provisions to measure the shadow of the future creates an important endogeneity problem that limits
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our ability to make accurate inferences. If Fearon (1998) is
right, states may include duration provisions after engaging
in long negotiations with little success, but this would bias
against ﬁnding a positive relationship between the shadow of
the future and bargaining delay. But if long time horizons affect negotiations in ways that run counter to Fearon (1998),
removing a duration provision could lead states to reach agreements quickly.3 As a result, existing observational work has
not been able to identify the causal effect of the shadow of the
future. If we are going to recommend using duration provisions to shorten international negotiations, however, this is
exactly the type of evidence we need.
Second, even if duration provisions reduce bargaining
delay, it is unclear whether including them in agreements
would make states better off. A short shadow of the future
may decrease the costs of negotiations. However, it also effectively shrinks the size of the “pie” available to states since
future cooperation is heavily discounted. So, the overall effect
on states’ welfare—either in terms of aggregate payments or
bargaining efﬁciency—is not obvious.4 While Fearon (1998)
did not address this trade-off, policymakers are likely keen
to these welfare considerations when debating whether to
include duration provisions in agreements.
I use a laboratory experiment both to examine whether a
long shadow of the future increases bargaining delay and to
explore its welfare implications. An experimental approach
can contribute to the literature on international negotiations in two ways. First, it enables us to estimate the causal
effect of the shadow of the future on bargaining delay, and
in doing so, helps us arbitrate between conﬂicting ﬁndings
in the literature. Second, while it is nearly impossible to
quantify the political and humanitarian costs of delay for
many international agreements with observational data, an
experiment allows us to measure the amount of welfare lost
in bargaining directly. As a result, we can evaluate the likely
welfare consequences of using duration provisions to shorten
negotiations.
The results of the experiment are surprising: although a
longer shadow of the future did increase bargaining delay,
participants still beneﬁted more overall from having a longer
agreement. These ﬁndings suggest that duration provisions
are unlikely to resolve the underlying inefﬁciency of the bargaining process and may inadvertently decrease states’ welfare
by shrinking the potential gains from cooperation.

3. Here, results would be biased toward Bearce et al.’s (2015) ﬁnding.
4. Aggregate welfare refers to the net beneﬁts of cooperation minus
the costs of bargaining. Efﬁciency refers to the size of bargaining costs
relative to beneﬁts created by the agreement. I address both standards
below.
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EXPERIMENTAL DESIGN
Subjects played a modiﬁed version of the war-of-attrition
model used in Fearon (1998).5 In this experiment, the war of
attrition is modeled as a ﬁnite, multiround game, in which two
players bargain over how to divide a $2.00 per round payment.
Like Fearon (1998), I did not allow subjects to bargain over
all possible divisions of the payment.6 Fearon assumes that
only two deals are feasible: a generic deal x that state 1 prefers
and a generic deal y that state 2 prefers. I set these deals to be
a 75 : 25 or 25 : 75 split of the per round payment. Once the
players decided on a division of the per round payment, they
could not renegotiate the terms of their agreement. They received the payments associated with their agreement until the
end of the game.
To bid for these deals, players simultaneously placed high
or low demands, for which a high demand claimed the larger
per round payment. We can think of placing a high demand
as “standing ﬁrm” and placing a low demand as “conceding”
in more typical war-of-attrition terminology. If both players
made high demands, they would not reach an agreement in the
current round. Therefore, they would not receive any payment
for that round, and they would bargain again in the next round
if it was not the last round of the game.
Players made an agreement if at least one player made a
low demand. If one player made a low demand while the
other made a high demand, the player who made the high
demand received the high payoff of $1.50 for each round
until the end of the game. The player who conceded received $0.50 each round. If both players placed a low demand, they received $1.00 for each of the remaining rounds
of the game. Evenly splitting the payment is equivalent in
terms of expected utility to Fearon’s (1998) fair lottery to
handle cases in which both states concede at the same time.7
5. I made three modiﬁcations to Fearon’s original model to facilitate
implementation in the lab: (1) the game is modeled as a ﬁnite, multiround
war of attrition instead of an inﬁnite-horizon, continuous-time model; (2) I
allow students to split the per round payment for conceding at the same time;
and (3) I do not include player-speciﬁc time costs. Each of these changes
is discussed below. Importantly, these modiﬁcations change neither the
predictions about the effect of the shadow of the future on bargaining delay
nor the welfare implications of the model. Refer to apps. A and B (apps. A–D
are available online) for the formal analysis of Fearon’s (1998) original model
and the model used in the experiment, for proof that these core predictions
are unchanged.
6. Fearon argues that many international negotiations take the form of
states holding out in hopes that the other side will make a concession ﬁrst.
For instance, in the Doha Round, the United States and the European
Union refused to make signiﬁcant reductions to agricultural protectionism, while developing countries, lead by Brazil and India, refused to sign
an agreement without these reductions.
7. In app. D.6, I show that allowing this even split did not create a
signiﬁcant focal point for coordination.
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Including this third division does not change the equilibrium
of the game.8
It is worth discussing how the opportunity costs of noncooperation are built into the experiment’s game compared
to Fearon’s (1998) original model. In Fearon’s (1998) model,
states paid a player-speciﬁc per time unit cost for mutual
defection from their own budget. However, in the experiment’s model, the costs of mutual defection (both making high
demands) are taken from the potential value of the agreement.
In other words, participants pay the costs of noncooperation
by forgoing the potential payment in rounds in which both
players stood ﬁrm. While modeling the opportunity costs of
noncooperation in this way means that the costs are not player
speciﬁc, it avoids introducing into the game unmodeled,
metagame effects from having students spend money they
already received.
To manipulate the shadow of the future, I varied the
number of rounds a game lasted: games with shorter time
horizons lasted ﬁve rounds, whereas games with longer time
horizons lasted 10. I selected ﬁve- versus 10-round games to
make it easier for subjects to calculate their expected payments. This manipulation is consistent with Fearon’s (1998)
conception of the shadow of the future. Varying the number
of rounds changes the potential value of an agreement, which
is similar to how changing the discount rate manipulates
how states value a given deal overall. This method also parallels the use of ﬁnite duration provisions to measure the
shadow of the future in the empirical literature. While varying
the number of rounds does not directly manipulate the duration of the agreements students bargain over, it is functionally equivalent because of the way the costs of negotiations are built into the game. To illustrate, suppose we set the
duration of an agreement to be ﬁve rounds and included a
$2.00 cost of negotiating each period. The net value of the
ﬁve-round agreement after two rounds of bargaining would
be the same as the value of reaching an agreement in the
third round of the ﬁve-round version of this game.
I use a within-subject design for causal identiﬁcation, instead of randomly assigning participants to treatment groups.
Under this design, each participant played 20 repetitions
of the war-of-attrition games—10 games that lasted for ﬁve
rounds and 10 games that lasted for 10 rounds. For each repetition, participants were randomly rematched with a different
player in the session, and participants did not know the
identity of their opponents. I used counterbalancing to prevent
order effects—especially those related to learning and fatigue—from threatening the internal validity of the experiment. For every subject who played the ﬁve-round games
8. See app. B.1 for derivation of the experiment games’ equilibrium.

before the 10-round games, there was a different subject who
played the 10-round games ﬁrst. Counterbalancing in this way
means that the treatment is uncorrelated with any order effects
that may have otherwise biased the results of this study. I
conﬁrmed the validity of the crossover design by showing
that subjects who played the ﬁve-round games ﬁrst did not
behave any differently from those who played the 10-round
games ﬁrst. Results from this analysis, as well as more systemic investigation of learning and fatigue, can be found in
appendix D.5.
I recruited 48 subjects from a pool of local community college students for this experiment. There were four experimental
sessions with 10–14 participants each at the laboratory space at
the community college, and these sessions lasted about an hour.
Students received class credit and payment for their participation. Each session began with a brief instructional period,
participants were then quizzed on key elements of the experiment, and students played one practice game to familiarize themselves with the experiment’s interface. Further, after
playing the 20 repetitions of the experiment’s games, I administered a short questionnaire to collect information about participants’ age, gender, major, time preferences, altruism levels,
and risk attitudes. More details on how the experiment was
implemented in the lab, including transcripts of the experiment’s instructions, screenshots of the online interface, and
survey questions, can be found in appendix C.

RESULTS
Figure 1 displays the main results about the relationship between the shadow of the future and the length of negotiations.
It displays the differences in the cumulative proportion of
games between treatment groups that reached an agreement
after each of the ﬁrst ﬁve rounds. It also shows the associated

Figure 1. Average treatment effect of long shadow of the future. Error bars
show 95% conﬁdence intervals, and p-values are two-tailed. Results are
robust to other speciﬁcations. See appendix D.1.
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conﬁdence intervals.9 If the shadow of the future did not affect the rate at which participants conceded their preferred
agreement, then we would expect there to be no difference in
the proportion of games with agreements after each round.
But, as ﬁgure 1 illustrates, there is a clear pattern suggesting
that it took longer to reach an agreement in the 10-round
games. After each of the ﬁrst ﬁve rounds, there was a higher
proportion of ﬁve-round games with successful agreements
than there were 10-round games. The differences in proportions do not reach standard levels of signiﬁcance until the
third round, but the lack of signiﬁcance in the ﬁrst two
rounds likely results from a lack of power in the tests due to
small sample size. Power calculations suggest that—given the
observed differences in proportions—there is an 86% chance
of incorrectly favoring the null hypothesis after the ﬁrst round
and a 69% chance after the second round. More sophisticated
analysis of individual strategies using discrete-time survival
models conﬁrms the patterns in the t-tests: individuals were
19.3% less likely to concede when they were playing a 10round game than when they were playing a ﬁve-round game.
This analysis can be found in appendix D.4.
Overall then, these results support Fearon’s (1998) proposition that the shadow of the future increases bargaining delay
and Bearce et al.’s (2015) ﬁndings that duration provisions
reduce the length of negotiations. But what about the welfare
consequences of bargaining delay? Are these provisions a
beneﬁcial way for policymakers to shorten negotiations?
There are two useful ways to think about welfare analysis—
in terms of aggregate payoffs and in relative efﬁciency. We
might think that policymakers primarily care about aggregate
welfare: when deciding between two otherwise equal policy
options, the proposal that produces the greatest payments after
accounting for incurred costs should be preferred. Because
increasing the shadow of the future or an agreement’s duration
effectively increases the size of the “pie” available to states,
policymakers should prefer shorter agreements, all else equal,
only if the costs associated with more bargaining delay outweigh the beneﬁts gained from having a more lasting agreement. But another element to consider is an agreement’s efﬁciency, that is, the size of bargaining costs relative to an
agreement’s gains. Here, if policymakers prioritize efﬁciency,
they should prefer agreements that “destroy” less of the welfare
created by cooperating. So, they may prefer agreements with a
shorter shadow of the future—even if it produces less aggregate welfare—if the costs of bargaining constitute a smaller
percentage of the potential welfare the agreement creates.

Fearon (1998) did not examine the welfare implications
of his model, but much of the international relations (IR)
literature has reasonably interpreted his model as suggesting
that the shadow of the future is “bad” for cooperation (e.g.,
Rosendorff and Milner 2001; Tingley 2011). After all, if long
time horizons did not increase bargaining delay, states would
certainly be better off under a long shadow of the future since
it increases the value of the stream of cooperative payoffs. But
because the costs of bargaining delay also increase, it is not
clear whether reaching agreements under long time horizons
produces less welfare or is less efﬁcient than reaching agreements under shorter time horizons.
I formally extend Fearon’s original model (see app. A.2)
to bring new clarity to the welfare consequences of a long
shadow of the future. Even when one accounts for what is
lost in bargaining delays, states still fare better in terms of
aggregate welfare under a long shadow of the future. Further,
the relative efﬁciency of bargaining does not depend on the
length of the shadow of the future. Both when states’ time
horizons are long and when they are comparatively short,
states are expected to lose the same percentage of their potential welfare in bargaining. Importantly, these results for
aggregate welfare and relative efﬁciency do not change even
when we estimate the model with more ﬂexible assumptions
about states’ risk preferences.
Do the results of the experiment support these implications? In other words, are these welfare results behaviorally
realistic, or are they a theoretical artifact of the model? Figure 2
presents the welfare analysis of this game by showing the average per game payment for ﬁve-round and 10-round games as
well as the percentage of potential welfare lost in bargaining.
There are two main takeaways from ﬁgure 2. First, participants fared overall better when the shadow of the future
was long. The average per game payment was $7.57, but the

9. Wild bootstrapped standard errors are clustered on player 1’s and
player 2’s user ID. Using other speciﬁcations for the standard errors does
not change these results.

Figure 2. Difference in aggregate welfare and relative efﬁciency under a
short versus long shadow of the future. Difference in percentage welfare
lost not signiﬁcant. See appendix D.1.
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average per game payment was $15.82 in the 10-round version. So, even though students paid higher total bargaining
costs in the 10-round games, the gains from having a more
lasting agreement greatly offset the costs of additional bargaining delay. Thus, policymakers should be cognizant that
including duration provisions in agreements does come at the
cost of shrinking the size of the pie available to states.
Second, ﬁgure 2 supports my extension of Fearon’s model
that illustrates the degree of inefﬁciency in bargaining does
not depend on the shadow of the future. Players lost about the
same percentage of the total pie available to them in the ﬁveand 10-round versions of the games. In ﬁve-round games, students lost about 24% of the total possible game payment. In the
10-round games, students lost about 21%. The 3-percentagepoint difference is not statistically signiﬁcant. These ﬁndings
suggest a large caveat to Bearce et al.’s (2015) recommendation that policy makers use duration provisions to shorten the
bargaining period. Even though these provisions will likely
shorten negotiations, they are unlikely to resolve the underlying inefﬁciency of the bargaining process.

DISCUSSION
Pinning down the relationship between the shadow of the
future and bargaining delay is both theoretically and normatively important. On the theoretical side, the shadow of
the future remains a linchpin of international cooperation theory (Axelrod and Keohane 1985), and scholars continue to
use variation in states’ time horizons to explain international
outcomes ranging from foreign direct investment (Li 2009) to
treaty legalization (Blake 2013) and even war (Tingley 2011).
Yet, a key insight of Fearon (1998) is that the effect of the
shadow of the future depends fundamentally on the underlying structure of the game. While new experimental work has
explored some differing effects of long time horizons in other
strategic situations (McBride and Skaperdas 2014; Tingley
2011), we still have little evidence about their relationship to
bargaining delay. Given that many of the world’s most pressing
challenges are marked by severe distributional conﬂicts (e.g.,
Who should bear the costs of climate change cooperation? Are
countries beneﬁting equally from trade liberalization?), getting
the story right on the extent to which the shadow of the future hinders negotiations on these issues is crucial for understanding current trends in international cooperation.
This article used a laboratory experiment to contribute to
these ongoing debates and conﬁrms Fearon’s (1998) proposition. The shadow of the future does increase costly bargaining delay. Even more, this article clariﬁes and tests the
welfare implications of Fearon’s original model, which has
direct policy implications for the use of ﬁnite duration
provisions in international agreements. Bearce et al. (2015)

suggest that duration provisions can be a useful tool for reducing inefﬁcient bargaining delay. However, the results of
this experiment suggest otherwise. Even though it takes
longer to negotiate agreements expected to last far into the
future, states are still better off since these agreements increase the total welfare available. Relative to the total welfare
produced, negotiations for shorter agreements will likely be
as inefﬁcient as those for longer ones. While there may be
valid reasons to include duration provisions in agreements, it
is useful to recognize the potential welfare trade-offs their
inclusion presents.10

ACKNOWLEDGMENTS
I thank Stephen Chaudoin, James Fearon, Kenneth Schultz,
Michael Tomz, Nandita Balakrishnan, Jordan Bernhardt, Jonathan Chu, Iris Malone, Kerry Persen, Elisabeth van Lieshout,
the editors and reviewers for the Journal of Politics, and
participants at the 2017 Midwest Political Science Association
annual conference for valuable comments and suggestions.
I also give a special thanks to the Center for International
Security and Cooperation for providing funding for this project and to the Institute for Research in the Social Science’s
Research Experience Program for providing a participant pool
and lab space. I am grateful to Alan Tennent for his help creating the online interface used in this experiment. Any errors
are my own.

REFERENCES
Axelrod, Robert. 1984. The Evolution of Cooperation. New York: Basic.
Axelrod, Robert, and Robert Keohane. 1985. “Achieving Cooperation under
Anarchy: Strategies and Institutions.” World Politics 38 (1): 226–54.
Bearce, David, Cody Eldredge, and Brandy Joliff. 2015. “Do Finite Duration
Provisions Reduce Bargaining Delay?” International Organization 69 (1):
219–39.
Blake, Daniel. 2013. “Thinking Ahead: Government Time Horizons and the
Legalization of International Investment Agreements.” International
Organization 67 (4): 797–827.
Fearon, James. 1998. “Bargaining, Enforcement, and International Cooperation.” International Organization 52 (2): 296–305.
Kinnman, Susanna, and Magnus Lodefalk. 2007. “What Is at Stake in the Doha
Round?” World Economy 30 (8): 1305–25.
Koremenos, Barbara. 2005. “Contracting around International Uncertainty.”
American Political Science Review 99 (4): 549–65.
Li, Quan. 2009. “Democracy, Autocracy, and the Expropriation of Foreign Direct Investment.” Comparative Political Studies 42 (8): 1098–
127.

10. For instance, Koremenos (2005) argues that states include duration provisions to contract around uncertainty about the distributional
gains of an agreement.

Volume 82
McBride, Michael, and Stergio Skaperdas. 2014. “Conﬂict, Settlement, and the
Shadow of the Future.” Journal of Economic Behavior and Organization
105:75–89.
Rosendorff, Peter, and Helen Milner. 2001. “The Optimal Design of International Trade Institutions: Uncertainty and Escape.” International
Organization 55 (4): 829–57.

Number 1

January 2020 / 383

Simonelli, Nicole. 2011. “Bargaining over International Agreements:
The Duration of Negotiations.” International Interactions 37 (2): 147–
69.
Tingley, Dustin. 2011. “The Dark Side of the Future: An Experimental Test
of Commitment Problems in Bargaining.” International Studies Quarterly
55 (2): 521–44.

